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Preface

What did Americans think about the dawn of the Generative AI Age? In this book, I provide answers by showing you how their responses to questions about artificial intelligence changed over time.

I am Dr. Jason Jeffrey Jones, and I have been studying people and writing software for decades.

Let’s start with some big picture ideas (and an actual picture) in Chapter 1.




1 Introduction


1.1 The Big Picture

Just browsing the web in the 2020s, it was easy to find conceptions of artificial intelligence ranging from killer robot through stochastic parrot to ideal romantic partner. But these discussions originated from a small, self-selected group. Most people write very little and most writing is ignored.

If you want to know what people - in general - think, the gold standard is still a representative sample survey.

I do want to know what people think about artificial intelligence. So, for many years I conducted representative sample surveys of Americans and probed their reactions to a variety of survey items. In the following chapters, I will show you with graphs, words and statistics what I discovered.



1.2 A Big Picture

Let’s start with a picture. I want to illustrate how we can compare responses to survey items and learn something.

Ask yourself: who does the average American trust more - the President or their best friend? I imagine you share my strong intuition that it’s the best friend. As it happens, I asked representative samples of 2500 Americans questions that looked like this: How much trust do you have in prompt-item to do the right thing?

Here are the results when prompt-item was replaced with your best friend contrasted with the results when prompt-item was replaced with the President.



Code
library(tidyverse)

# The file stacked-oneq-results.csv contains data from 2020 through 2022 OneQ surveys.
# For the original presentation of this data, see https://jasonjones.ninja/jones-skiena-public-opinion-of-ai/
# Download the file from a public Open Science Framework repository at https://osf.io/download/3kuas/
oneq = read_csv("data/stacked-oneq-results.csv")

trust_oneq = oneq %>% 
  filter(grepl("How much trust do you have in ", Full_Prompt)) %>%
  mutate(prompt_item = gsub("How much trust do you have in ", "", Full_Prompt)) %>%
  mutate(prompt_item = gsub(" to do the right thing\\?", "", prompt_item)) %>% 
  mutate(prompt_item = factor(prompt_item, levels = c("Congress", "the President", "artificial intelligence algorithms", "the average American", "your best friend")) )

trust_earliest = min(trust_oneq$Survey_Date)
trust_latest = max(trust_oneq$Survey_Date)
trust_caption = paste0("US representative sample\nResponses collected ", trust_earliest, " through ", trust_latest)
trust_colors = c("Congress" = "#E41A1C", "the President" = "#377EB8", "artificial intelligence algorithms" = "#4DAF4A", "the average American" = "#984EA3", "your best friend" = "#FF7F00")

# Create a histogram of responses for trust in 'the President' and 'your best friend' only.
trust_oneq %>%
  filter(prompt_item %in% c("the President", "your best friend")) %>% 
ggplot(aes(x = Response, fill = prompt_item)) +
  geom_histogram(binwidth = 1, color = "black") + 
  ggtitle("How much trust do you have in <prompt_item> to do the right thing?") +
  #xlab("Response: None at all==1.  A lot==7.") + 
  ylab("Raw Frequency") +
  #scale_x_continuous(breaks = 1:7, labels = c("1", "2", "3", "4", "5", "6", "7"), minor_breaks = NULL) + 
  scale_x_continuous(breaks = 1:7, minor_breaks = NULL, labels = c("1\nNone\nat all", "2", "3", "4", "5", "6", "7\nA lot")) + 
  scale_fill_manual(values = trust_colors) +
  labs(caption = `trust_caption`) +
  theme(legend.position = "none") +
  theme(strip.text.x = element_text(size=12)) +
  theme(plot.caption = element_text(size=10, color = "#666666")) +
  facet_wrap(~ prompt_item, nrow = 1)
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Mean trust in the President to do the right thing was 3.4 where 1 indicated ‘None at all’ and 7 indicated ‘A lot’. Mean trust for ‘your best friend’ was 6.1.







We were right! Americans trust their best friends a lot, but not the President.



1.3 Did American Adults Trust AI to Do the Right Thing?

But remember, we’re here to measure public perception of artificial intelligence. It’s a good thing that I also ran surveys replacing prompt-item with artificial intelligence algorithms. And Congress and the average American. It’s good to know if Americans trust AI to do the right thing, and doubly-good to have other items for comparison.



Code
# Create a histogram of responses for trust for all prompt_item values.
trust_oneq %>%
ggplot(aes(x = Response, fill = prompt_item)) +
  geom_histogram(binwidth = 1, color = "black") + 
  ggtitle("How much trust do you have in <prompt_item> to do the right thing?") +
  ylab("Raw Frequency") +
  scale_x_continuous(breaks = 1:7, minor_breaks = NULL, labels = c("1\nNone\nat all", "2", "3", "4", "5", "6", "7\nA lot")) + 
  scale_fill_manual(values = trust_colors) +
  labs(caption = `trust_caption`) +
  theme(legend.position = "none") +
  theme(strip.text.x = element_text(size=12)) +
  theme(plot.caption = element_text(size=10, color = "#666666")) +
  facet_wrap(~ prompt_item, nrow = 1, labeller = label_wrap_gen(width = 14))
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Americans reported more trust in artificial intelligence algorithms than Congress or the President. They trusted their best friend more. The nearest comparison was ‘the average American.’







Even if you love histograms like me, that’s too many bars. Let’s summarize the information with one bar representing the average for each prompt-item.



Code
# Calculate the average trust rating per prompt_item.
# We have to use survey package to get correct inference and variance estimates.
library(survey)

trust_oneq_survey = svydesign(data = trust_oneq, ids = ~User_ID, weights = ~Weight)

# Descriptive results.
svyby(~Response, by = ~prompt_item, design = trust_oneq_survey, FUN=svymean, vartype = "ci")

# Look at effects of prompt_item.
summary(svyglm(Response ~ prompt_item, design = trust_oneq_survey))

# Put the svyby results into a visualization.
# First, build the dataframe.
visualize_trust_means = svyby(~Response, by = ~prompt_item, design = trust_oneq_survey, FUN=svymean, vartype = "ci")

library(scales)

visualize_trust_means %>%
  # In ggplot, bars must start at zero.  So shift data and labels.
  mutate(Response = Response - 1.0) %>%
  mutate(ci_l = ci_l - 1.0) %>%
  mutate(ci_u = ci_u - 1.0) %>%
  # Add a newline to ai algs so it doesn't take up so much space.
  #mutate(prompt_item = gsub("artificial intelligence algorithms", "artificial intelligence\nalgorithms", prompt_item)) %>%
ggplot(aes(x = prompt_item, y = Response, color = prompt_item, fill = prompt_item)) +
  geom_bar(stat='identity') +
  geom_errorbar(aes(ymin = ci_l, ymax = ci_u), color="black", width=0.2) +
  ggtitle("How much trust do you have in <prompt_item> to do the right thing?", paste0("Cumulative Responses ", trust_earliest, " through ", trust_latest)) +
  xlab("prompt_item") + 
  ylab("Mean Response") +
  # Apply labels with wrapping.
  scale_x_discrete(labels = label_wrap(10)) +
  # Force y scale to 1 through 7. Put numbers 1:7 on y-axis. Add None at all and A lot as labels.
  scale_y_continuous(limits = c(0,6), breaks = 0:6, labels = c("1\nNone at all", "2", "3", "4", "5", "6", "7\nA lot")) +
  # Use trust_colors for bar colors.
  scale_color_manual(values = trust_colors) +
  scale_fill_manual(values = trust_colors) +
  labs(caption = trust_caption) +
  theme(plot.caption = element_text(size=10, color = "#666666")) +
  # The legend has only redundant information.  Get rid of it.
  theme(legend.position = "none") +
  coord_flip()
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The results of a survey experiment. Different respondents were presented different words in place of ‘prompt_item’. Representative samples of American adults reported a level of trust in ‘artificial intelligence algorithms’ exceeding that of Congress and the President, but below that for the average American and their best friend.







In April of 2022, I summarized these results this way: On average, the American public trusts “artificial intelligence algorithms” to do the right thing just a little less than they trust the average American. Americans trust artificial intelligence algorithms more than Congress or the President, but not as much as their best friend.




1.4 Open Data and Code

Notice that in this book I have included the R code to produce each figure. Also notice that you can download the full response microdata from publicly available websites: the Thinking Machines, Pondering Humans data repository and also available at this Zenodo mirror. This means you can inspect the data yourself. You can reproduce the results you see here. Or you can run your own analysis.



1.5 Next Chapter: Artificial General Intelligence

We’ve learned where Americans rank artificial intelligence algorithms in terms of trust. Next, let’s allow Americans to speculate a bit. What do they think about artificial general intelligence (AGI)?





2 Are we ready for in silico equals?

In this chapter, I present survey results regarding artificial general intelligence (AGI). I defined AGI this way:


“Artificial General Intelligence (AGI) refers to a computer system that could learn to complete any intellectual task that a human being could.”



Then I asked representative samples of American adults how much they agreed with three statements:


	I personally believe it will be possible to build an AGI.

	If scientists determine AGI can be built, it should be built.

	An AGI should have the same rights as a human being.



Before you look at the results below, try to guess how Americans responded in 2021, 2023 and 2024.


2.1 Analysis, Visualization and Interpretation

I begin with results from 2024. (I have previously published detailed results for 2021 and 2023.)



Code
library(tidyverse)
library(scales)

# The file prolific-agi-2024-results.csv contains responses from a US representative sample of 501 respondents.
# Download the file from a public Open Science Framework repository at https://osf.io/download/cgx7m/
responses = read_csv("data/prolific-agi-2024-results.csv")

# Add the Short_Prompt column.
responses = responses %>%
  mutate(Short_Prompt = Prompt) %>%
  mutate(Short_Prompt = ifelse(grepl("I personally believe it will be possible to build an AGI.", Short_Prompt), "Possible to build", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("If scientists determine AGI can be built, it should be built.", Short_Prompt), "Should be built", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("An AGI should have the same rights as a human being.", Short_Prompt), "Same rights as a human", Short_Prompt))

# Inspect Short_Prompt values.
print(unique(responses$Short_Prompt))
table(responses$Short_Prompt)

# Explicitly set types and factor levels.
responses$Prompt = factor(responses$Prompt, levels=c("I personally believe it will be possible to build an AGI.", "If scientists determine AGI can be built, it should be built.", "An AGI should have the same rights as a human being."), ordered = FALSE)
responses$Sex = as.factor(responses$Sex)
responses$Age = as.ordered(responses$Age)
# Short_Prompt is a factor. Make 'Possible to build' the reference level.
responses$Short_Prompt = factor(responses$Short_Prompt, levels=c("Possible to build", "Should be built", "Same rights as a human"), ordered = FALSE)

# Set up some options for the figure.
#agi_2024_summary_caption = paste0("US representative sample, N = 501\nResponses collected April 2024\nSource: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones")
agi_2024_summary_caption = paste0("Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones")
agi_2024_summary_colors = c("Possible to build" = "#798E87", "Should be built" = "#C27D38", "Same rights as a human" = "#CCC591")

# Summary AGI 2024 figure
responses %>%
  filter(Year == 2024) %>%
  group_by(Short_Prompt) %>%
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = reorder(Short_Prompt, Mean_Response), y = Mean_Response, color = Short_Prompt, fill = Short_Prompt)) +
  # Add green and red shading to demarcate agree vs disagree.
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  # Annotations go first, so data elements are layered on top.
  geom_col() +
  geom_errorbar(aes(ymin = error_low, ymax = error_high), color="black", width=0.2) +
  ggtitle("Americans' Attitudes toward Artificial General Intelligence", "April 2024 Representative Sample, N = 501") +
  xlab("") + ylab("") +
  # Apply labels with wrapping.
  scale_x_discrete(labels = label_wrap(10)) +
  # Set color and fill values.
  scale_fill_manual(values = agi_2024_summary_colors) + 
  scale_color_manual(values = agi_2024_summary_colors) + 
  # Force y scale to -3 through 3. Put numbers on y-axis. Add low and high labels.
  scale_y_continuous(limits = c(-3,3), breaks = -3:3, labels = c("-3\nStrongly\ndisagree", "-2", "-1", "0\nNeither agree\nnor disagree", "1", "2", "3\nStrongly\nagree"), expand=expansion(mult = 0.025)) +
  labs(caption = agi_2024_summary_caption) +
  theme(plot.caption = element_text(size=10, color = "#666666")) +
  # The legend has only redundant information.  Get rid of it.
  theme(legend.position = "none") +
  coord_flip()
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2024 AGI survey results. On average, Americans believed it was possible to build AGI. They were split on whether AGI should be built. If it were built, they disagreed that AGI should have the same rights as a human. Plotted is mean response on a 7-point Likert scale from Strongly disagree to Strongly agree. Black bars are +/- one standard error.







In April 2024, on average, Americans believed it was possible to build AGI. They were split on whether AGI should be built. If it were built, they did not agree AGI should have the same rights as a human.

Average values like those above are great for quickly and compactly summarizing a group’s opinion. But, an average might obscure how responses are distributed. For example, the mean value at the middle of the scale for ‘Should be built’ above could be due to most respondents being unsure (and choosing ‘Neither agree nor disagree’) or one could find the same average if half the group strongly disagreed while the other half strongly agreed. Let’s not guess; let’s see how the responses were distributed:



Code
# Create a vector of the response labels.
responseLabels = c("Strongly disagree","Disagree","Somewhat disagree","Neither agree nor disagree","Somewhat agree","Agree","Strongly agree")

responses %>%
  filter(Year == 2024) %>%
ggplot(aes(x = Response, fill = Prompt)) +
  geom_histogram(binwidth = 1, color = "black") + 
  ggtitle("How much do you agree with the statement below?") +
  xlab("") + ylab("Number of Respondents") +
  scale_x_continuous(breaks = -3:3, minor_breaks = NULL, labels = responseLabels, guide = guide_axis(angle = 45) ) + 
  scale_fill_manual(values = c("I personally believe it will be possible to build an AGI." = "#798E87", 
                               "If scientists determine AGI can be built, it should be built." = "#C27D38", 
                               "An AGI should have the same rights as a human being." = "#CCC591")) + 
  theme(legend.position = "none") +
  facet_wrap(~ Prompt, nrow = 1, , labeller = label_wrap_gen())
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Histogram for the same 2024 AGI survey results as presented above. Most responses were above the midpoint for possible to build, near the midpoint for should be built and below the midpoint for same rights as a human.







Americans were unsure whether AGI should be built. The modal (that is, most frequent) response was ‘Neither agree nor disagree.’ Clearly, agreement and disagreement were stronger for the other items.


2.1.1 Change Over Time

The results above are a snapshot. They capture how Americans felt about AGI at one point in time: April 2024. In isolation, however, they don’t tell you how Americans’ attitudes changed over time or what direction to predict they will move in the future.

We can fix that. Let me show you the temporal trends in these attitudes. I can do that, because this April 2024 survey was the third wave in a set of repeated surveys. In a repeated survey, we ask exactly the same questions at different points in time. In each wave, we recruit a new representative sample (our N = 501 American adults) that stands in for the population (all American adults). Repeated surveys are a time- and cost-efficient method to track public opinion.

I presented the three statements above to samples of American adults in 2021, 2023 and 2024. Let’s see - in one figure - how the average response has changed over time.



Code
# Download the 2021 and 2023 data.
# https://osf.io/download/r4xd9/ and https://osf.io/download/szkuq/
responses2021 = read_csv("data/google-surveys-agi-2021-results.csv")
responses2023 = read_csv("data/prolific-agi-2023-results.csv")

# Select the columns I want.
responses2021 = responses2021 %>% select(Prompt, Response, Year, Sex, Age)
responses2023 = responses2023 %>% select(Prompt, Response, Year, Sex, Age)

# Add Short_Prompt.
responses2021 = responses2021 %>%
  mutate(Short_Prompt = Prompt) %>%
  mutate(Short_Prompt = ifelse(grepl("I personally believe it will be possible to build an AGI.", Short_Prompt), "Possible to build", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("If scientists determine AGI can be built, it should be built.", Short_Prompt), "Should be built", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("An AGI should have the same rights as a human being.", Short_Prompt), "Same rights as a human", Short_Prompt))

responses2023 = responses2023 %>%
  mutate(Short_Prompt = Prompt) %>%
  mutate(Short_Prompt = ifelse(grepl("I personally believe it will be possible to build an AGI.", Short_Prompt), "Possible to build", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("If scientists determine AGI can be built, it should be built.", Short_Prompt), "Should be built", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("An AGI should have the same rights as a human being.", Short_Prompt), "Same rights as a human", Short_Prompt))

# Explicitly set types and factor levels.
responses2021$Prompt = factor(responses2021$Prompt, levels=c("I personally believe it will be possible to build an AGI.", "If scientists determine AGI can be built, it should be built.", "An AGI should have the same rights as a human being."), ordered = FALSE)
responses2023$Prompt = factor(responses2023$Prompt, levels=c("I personally believe it will be possible to build an AGI.", "If scientists determine AGI can be built, it should be built.", "An AGI should have the same rights as a human being."), ordered = FALSE)
responses2021$Sex = as.factor(responses2021$Sex)
responses2023$Sex = as.factor(responses2023$Sex)
responses2021$Age = as.ordered(responses2021$Age)
responses2023$Age = as.ordered(responses2023$Age)
# Short_Prompt is a factor. Make 'Possible to build' the reference level.
responses2021$Short_Prompt = factor(responses2021$Short_Prompt, levels=c("Possible to build", "Should be built", "Same rights as a human"), ordered = FALSE)
responses2023$Short_Prompt = factor(responses2023$Short_Prompt, levels=c("Possible to build", "Should be built", "Same rights as a human"), ordered = FALSE)

# Stack the files.
responses = bind_rows(responses, responses2021)
responses = bind_rows(responses, responses2023)

# Create the temporal trends figure
responses %>%
  group_by(Year, Short_Prompt) %>% 
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = Year, y = Mean_Response, color = Short_Prompt, shape = Short_Prompt)) +
  # Add green and red shading to demarcate agree vs disagree.
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  # Annotations go first, so data elements are layered on top.
  #geom_point(size=5) +
  geom_line(aes(color = Short_Prompt), arrow = arrow(angle = 10, type = "closed") ) +
  #geom_errorbar(aes(ymin = error_low, ymax = error_high), color="black", width=0.1, alpha=0.7) +
  geom_errorbar(aes(ymin = error_low, ymax = error_high), width=0.1, alpha=0.7) +
  ggtitle("Comparison of Americans' Attitudes toward AGI", "Over three repeated surveys 2021, 2023 and 2024") +
  xlab("Year") + ylab("") +
  scale_x_continuous(breaks = 2021:2024, minor_breaks = NULL) +
  scale_y_continuous(limits = c(-2,2), breaks = -2:2, labels = c("Disagree -2", "Somewhat disagree -1", "Neither agree\nnor disagree 0", "Somewhat agree 1", "Agree 2")) +
  # Keep the legend, but no title.
  theme(legend.title=element_blank()) +
  # Set color and fill values.
  # For this visualization we made #CCC591 25% darker to #b0a655
  scale_color_manual(values = c("Possible to build" = "#798E87", "Should be built" = "#C27D38", "Same rights as a human" = "#b0a655"))
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Agreement that AGI is possible to build has increased. Agreement that AGI should be built and that AGI should have the same rights as a human has decreased.






Code
# For each item, let's estimate the direction of effect over time.
fit_possible = responses %>%
  filter(Short_Prompt == "Possible to build") %>%
  lm(Response ~ Year, data = .)
summary(fit_possible)
confint(fit_possible)
# Reliably positive.

fit_should = responses %>%
  filter(Short_Prompt == "Should be built") %>%
  lm(Response ~ Year, data = .)
summary(fit_should)
confint(fit_should)
# Reliably negative.

fit_rights = responses %>%
  filter(Short_Prompt == "Same rights as a human") %>%
  lm(Response ~ Year, data = .)
summary(fit_rights)
confint(fit_rights)
# Reliably negative.

# For each item, is the mean response reliably different 2024 versus 2023?
responses %>%
  filter(Year > 2021) %>%
  filter(Short_Prompt == "Possible to build") %>%
  t.test(Response ~ Year, data = .)
responses %>%
  filter(Year > 2021) %>%
  filter(Short_Prompt == "Should be built") %>%
  t.test(Response ~ Year, data = .)
responses %>%
  filter(Year > 2021) %>%
  filter(Short_Prompt == "Same rights as a human") %>%
  t.test(Response ~ Year, data = .)

# Only 'Same rights as a human' passed a p < 0.05 threshold for statistically significant change 2023 to 2024.





From 2021 through 2024, Americans increasingly agreed that AGI was possible to build. This makes sense, given the advances in generative artificial intelligence that occurred and were widely reported during this period.

Americans became less likely to agree that AGI should be built. Recall that the center point of the scale (‘Neither agree nor disagree’) was the most frequently chosen response in 2024.

The greatest movement was clearly in response to the prompt: ‘An AGI should have the same rights as a human being.’ American adults disagreed with this statement - more and more so over these years.




2.2 Survey Items, Respondents and Costs


2.2.1 Survey Items

First, respondents read this definition of AGI: Artificial General Intelligence (AGI) refers to a computer system that could learn to complete any intellectual task that a human being could.

The items were the three statements below. Respondents were asked how much they agreed or disagreed with each statement.


	I personally believe it will be possible to build an AGI.

	If scientists determine AGI can be built, it should be built.

	An AGI should have the same rights as a human being.



The respondents chose among these options:


	Strongly disagree

	Disagree

	Somewhat disagree

	Neither agree nor disagree

	Somewhat agree

	Agree

	Strongly agree





2.2.2 Respondents

Respondents were recruited through Prolific Academic. I requested a representative sample of 500 American adults. Specifically, I chose the option “USA, Factors: Sex, Age, Ethnicity (Simplified US Census).”

To demonstrate the demographic coverage, below I provide the Sex and Age crosstab for the 2024 sample:



Code
library(knitr)

# Generate percentage per demographic bin for each survey sample.
demosTable2024AGI = responses %>%
  # Use only one row per respondent to count.
  filter(Short_Prompt == "Possible to build") %>% 
  # Counting subgroups in the 2024 sample.
  filter(Year == 2024) %>% 
  group_by(Sex, Age) %>%
  summarise(groupN = n() ) %>% 
  # Add totalN.
  ungroup() %>%
  mutate(totalN = sum(groupN) ) %>%
  # Now we can divide across each row to calculate a percentage.
  mutate(percent = round(100 * groupN / totalN, 0) ) %>%
  select(-totalN)

kable(demosTable2024AGI, format = "markdown")







	Sex
	Age
	groupN
	percent





	Female
	18-24
	31
	6



	Female
	25-34
	42
	8



	Female
	35-44
	42
	8



	Female
	45-54
	40
	8



	Female
	55-64
	66
	13



	Female
	65+
	35
	7



	Male
	18-24
	30
	6



	Male
	25-34
	46
	9



	Male
	35-44
	43
	9



	Male
	45-54
	37
	7



	Male
	55-64
	55
	11



	Male
	65+
	34
	7











2.2.3 Costs

The following numbers are for the 2024 wave of the AGI survey.

Each respondent was paid $0.50. Thus, the total of payments to respondents was $250 = 500 * $0.50.

Prolific Academic charged a Service fee equal to 33% of respondent payments. This totaled $83.33.

Prolific Academic charges a special, large Representative sample fee to ensure that your sample more closely matches the US population. For 500 participants, the fee was $704.09.

Thus, the total cost of the 2024 wave was $1,037.42.




2.3 Related Publications

Attitudes Toward Artificial General Intelligence: Results from American Adults in 2021 and 2023, Jason Jeffrey Jones and Steven Skiena, Seeds of Science, February 2024. doi: 10.53975/8b8e-9e08



2.4 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. Also available at this Zenodo mirror.

R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



2.5 Summary and What’s Next

There was a clear split in public opinion that widened over time: Americans increasingly believed that Artificial General Intelligence was possible to build, while at the same time they became more opposed to the ideas that AGI should be built or should have the same rights as a human.

Continue on to AGI Results by Subpopulation if you are curious who agreed with which statements. I’ll break down the survey respondents into subsets (by age, for example) and contrast attitudes by group.

Ready for a new topic? Skip to AI Fear Scenarios for the results of a survey experiment contrasting ‘fear scenarios.’ For example, we will see if Americans were more likely to agree with: ‘I fear that Artificial Intelligence will lead to the extinction of human beings.’ or ‘I fear that Artificial Intelligence will lead to me losing my job involuntarily.’





3 AGI Results by Subpopulation

How did opinions toward artificial general intelligence (AGI) vary among different sets of people?

Before you look at the results, try to predict where (and if) we will see big differences. Will it be an individual’s sex or age that best predicts their opinion? Or will it be how trusting of others or willing to take risks an individual is? Maybe political party affiliation will be the schism which separates opinions.

Read on to find out!


3.1 Sex

Respondents self-reported Sex by choosing Female or Male. As you can see below, both sexes followed the same trajectory over time.



Code
library(tidyverse)
library(scales)

# The file prolific-agi-2024-results.csv contains responses from a US representative sample of 501 respondents.
# Download the file from a public Open Science Framework repository at https://osf.io/download/cgx7m/
responses = read_csv("data/prolific-agi-2024-results.csv")

# Download the 2021 and 2023 data.
# https://osf.io/download/r4xd9/ and https://osf.io/download/szkuq/
responses2021 = read_csv("data/google-surveys-agi-2021-results.csv")
responses2023 = read_csv("data/prolific-agi-2023-results.csv")

# Select the columns I want.
responses2021 = responses2021 %>% select(Prompt, Response, Year, Sex, Age)
responses2023 = responses2023 %>% select(Prompt, Response, Year, Sex, Age)

# Stack the files.
responses = bind_rows(responses, responses2021)
responses = bind_rows(responses, responses2023)

# Add the Short_Prompt column.
responses = responses %>%
  mutate(Short_Prompt = Prompt) %>%
  mutate(Short_Prompt = ifelse(grepl("I personally believe it will be possible to build an AGI.", Short_Prompt), "Possible to build", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("If scientists determine AGI can be built, it should be built.", Short_Prompt), "Should be built", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(grepl("An AGI should have the same rights as a human being.", Short_Prompt), "Same rights as a human", Short_Prompt))

# Explicitly set types and factor levels.
responses$Prompt = factor(responses$Prompt, levels=c("I personally believe it will be possible to build an AGI.", "If scientists determine AGI can be built, it should be built.", "An AGI should have the same rights as a human being."), ordered = FALSE)
responses$Sex = as.factor(responses$Sex)
responses$Age = as.ordered(responses$Age)
# Short_Prompt is a factor. Make 'Possible to build' the reference level.
responses$Short_Prompt = factor(responses$Short_Prompt, levels=c("Possible to build", "Should be built", "Same rights as a human"), ordered = FALSE)

# Create a temporal trends by Sex figure
responses %>%
  group_by(Short_Prompt, Year, Sex) %>% 
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = Year, y = Mean_Response, shape=Sex, color=Sex, group=Sex)) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  geom_pointrange(aes(ymin = error_low, ymax = error_high), position = position_dodge(width = 0.02)) +
  geom_line(position = position_dodge(width = 0.02)) +
  scale_x_continuous(breaks = 2021:2024, minor_breaks = NULL, guide = guide_axis(angle = 45)) +
  #scale_y_continuous(limits = c(-1.75,1.6), breaks = -1:1, labels = c("Somewhat disagree -1", "Neither agree nor disagree 0", "Somewhat agree 1")) +
  facet_wrap(~ Short_Prompt, nrow=1) +
  # Set color and fill values.
  scale_color_manual(values = c("Female" = "#1FC3AA", "Male" = "#8624F5")) +
  ggtitle("Estimates of attitudes toward Artificial General Intelligence (AGI)", "Separated by self-report Sex") +
  xlab("Year") + ylab("")

# For each item, let's estimate the direction of effect over Year and Sex.
fit_possible = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  filter(Short_Prompt == "Possible to build") %>%
  lm(Response ~ Year * Sex, data = .)
summary(fit_possible)
confint(fit_possible)
# See text for interpretation.

fit_should = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  filter(Short_Prompt == "Should be built") %>%
  lm(Response ~ Year * Sex, data = .)
summary(fit_should)
confint(fit_should)
# See text for interpretation.

fit_rights = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  filter(Short_Prompt == "Same rights as a human") %>%
  lm(Response ~ Year * Sex, data = .)
summary(fit_rights)
confint(fit_rights)
# See text for interpretation.
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Figure 3.1: Estimates of AGI attitudes by Sex over time based on three representative sample surveys of American adults. Note that 0 on the y-axis represents ‘Neither agree nor disagree’. +1 corresponds to ‘Somewhat agree’, and -2 corresponds to ‘Disagree’. Refer to the previous chapter for aggregate results.








Further analysis supports the following claims:


	On average, Males more strongly agreed building AGI was possible.

	On average, Females agreed more weakly that AGI should be built.

	On average, neither Males nor Females ever agreed that an AGI should have the same rights as a human. The slight difference due to Sex shrank from 2021 to 2024.





3.2 Age

Respondents self-reported their age in years. To reduce complexity, I bucketed ages by decades. Look at the graphs below, and focus on the movement of young people over time. The darker the line, the more recent the survey. Age is on the x-axis (younger to older).



Code
# Create a temporal trends by Age figure
responses %>%
  mutate(Year = as.character(Year)) %>% 
  group_by(Short_Prompt, Year, Age) %>% 
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>% 
ggplot(aes(x = Age, y = Mean_Response, color=Year, group=Year)) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  geom_pointrange(aes(ymin = error_low, ymax = error_high), position = position_dodge(width = 0.25)) +
  geom_line(linetype = "dashed", position = position_dodge(width = 0.25)) +  
  scale_x_discrete(guide = guide_axis(angle = 45) ) + 
  #scale_y_continuous(limits = c(-2.25,1.6), breaks = -2:1, labels = c("Disagree -2", "Somewhat disagree -1", "Neither agree nor disagree 0", "Somewhat agree 1")) +
  facet_wrap(~ Short_Prompt, nrow=1) +
  # Set color and fill values.
  scale_color_manual(values = c("2021" = "gray65", "2023" = "gray40", "2024" = "black")) +
  ggtitle("Estimates of attitudes toward Artificial General Intelligence (AGI)", "Separated by Age Range") +
  xlab("Age Range") + ylab("") +
  labs(caption = "Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones") +
  theme(plot.caption = element_text(size=10, color = "#666666"))

# For each item, let's estimate the direction of effect over Year and Sex.
fit_possible_age = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  filter(Short_Prompt == "Possible to build") %>%
  lm(Response ~ Year * Age, data = .)
summary(fit_possible_age)
confint(fit_possible_age)
# See text for interpretation.

fit_should_age = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  filter(Short_Prompt == "Should be built") %>%
  lm(Response ~ Year * Age, data = .)
summary(fit_should_age)
confint(fit_should_age)
# See text for interpretation.

fit_rights_age = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  filter(Short_Prompt == "Same rights as a human") %>%
  lm(Response ~ Year * Age, data = .)
summary(fit_rights_age)
confint(fit_rights_age)
# See text for interpretation.







[image: ]



Figure 3.2: Estimates of AGI attitudes by Age over time based on three representative sample surveys of American adults. Note that 0 on the y-axis represents ‘Neither agree nor disagree’. +1 corresponds to ‘Somewhat agree’, and -2 corresponds to ‘Disagree’. Refer to the previous chapter for aggregate results.








I know I said I had reduced complexity, but the figure above is still too busy. Let’s simplify by dichotomizing age into two buckets. We will call ages 18-44 Younger and 45 and above Older. With only two categories, we can gain some statistical power and inspect simpler plots similar to the one above for Sex and the one below for Trust.



Code
# Create a temporal trends by Oldness figure
responses %>%
  mutate(Oldness = ifelse(Age %in% c("18-24", "25-34", "35-44"), "Younger", "Older") ) %>% 
  group_by(Short_Prompt, Year, Oldness) %>% 
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>% 
ggplot(aes(x = Year, y = Mean_Response, shape=Oldness, color=Oldness, group=Oldness)) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  geom_pointrange(aes(ymin = error_low, ymax = error_high), position = position_dodge(width = 0.02)) +
  geom_line(position = position_dodge(width = 0.02)) +
  scale_x_continuous(breaks = 2021:2024, minor_breaks = NULL, guide = guide_axis(angle = 45)) +
  facet_wrap(~ Short_Prompt, nrow=1) +
  # Set color and fill values.
  scale_color_manual(values = c("Younger" = "#D95F02", "Older" = "#E7298A")) +
  ggtitle("Estimates of attitudes toward Artificial General Intelligence (AGI)", "Separated by Dichotomous Age") +
  xlab("Year") + ylab("") +
  labs(caption = "Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones") +
  theme(plot.caption = element_text(size=10, color = "#666666"))

# For each item, let's estimate the direction of effect over Year and Oldness.
fit_possible_oldness = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  mutate(Oldness = ifelse(Age %in% c("18-24", "25-34", "35-44"), "Younger", "Older") ) %>% 
  filter(Short_Prompt == "Possible to build") %>%
  lm(Response ~ Year * Oldness, data = .)
summary(fit_possible_oldness)
confint(fit_possible_oldness)
# See text for interpretation.

fit_should_oldness = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  mutate(Oldness = ifelse(Age %in% c("18-24", "25-34", "35-44"), "Younger", "Older") ) %>% 
  filter(Short_Prompt == "Should be built") %>%
  lm(Response ~ Year * Oldness, data = .)
summary(fit_should_oldness)
confint(fit_should_oldness)
# See text for interpretation.

fit_rights_oldness = responses %>%
  # Make 2021 year zero, so that the model isn't estimating early Christians' attitudes for the intercept.
  mutate(Year = Year - 2021) %>% 
  mutate(Oldness = ifelse(Age %in% c("18-24", "25-34", "35-44"), "Younger", "Older") ) %>% 
  filter(Short_Prompt == "Same rights as a human") %>%
  lm(Response ~ Year * Oldness, data = .)
summary(fit_rights_oldness)
confint(fit_rights_oldness)
# See text for interpretation.
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Figure 3.3: Replotting Age over Time with only two categories: Younger is 18-44 while Older is 45 and above.








However we slice it, age is not actually moving the needle very much. As we saw for Males and Females above, Older and Younger Americans are more similar than not in their attitudes toward AGI.

There is an interesting (statistically significant, but just barely) crossover interaction of age and time for Should be built. Alarm bells should be (faintly) ringing for AGI proponents; it may be that younger people are crossing over into opposition of developing this technology.

In the 2024 survey, I presented respondents additional items after the AGI attitude items. Each was a standard measure from previous academic work. The first was a single-item measure of generalized trust.



3.3 Trust

Some people are more trusting than others. As social scientists, we call this trait generalized trust. It has been measured many ways, but my favorite is very simple; it is one item with two possible responses:


Generally speaking, would you say that most people can be trusted or that you can’t be too careful in dealing with people?


	Most people can be trusted

	You can’t be too careful in dealing with people





This generalized trust survey item has a long history, including fights about the best way to measure it. You can read a defense of the standard question I use in Chapter 3 of Eric Uslaner’s The Moral Foundations of Trust and a contrasting view in Measuring Generalized Trust: An Examination of Question Wording and the Number of Scale Points.

For now, grant me that we can measure individuals’ willingness to trust others and that forcing a choice between the two poles is a valid, interesting method. We will call our respondents Trusting if they selected ‘Most people can be trusted.’ Those respondents who chose ‘You can’t be too careful in dealing with people,’ we will call Careful.

Note that we’ll look at results for 2024, because I did not include the Trust item in previous years.

Let’s look at some results!



Code
# The file agi-2024-wide-correlates.csv contains responses from a 2024 US representative sample of 501 respondents.
# This file also contains demographics and responses to Trust, Risk and Political Party affiliation items.
# Download the file from a public Open Science Framework repository at https://osf.io/download/jsc4n/
responsesWideCorrelates = read_csv("data/agi-2024-wide-correlates.csv")

responsesWideCorrelates = responsesWideCorrelates %>% 
  mutate(Generalized_Trust = ifelse(Generalized_Trust == "Most people can be trusted.", "Trusting", "Careful") ) %>% 
  mutate(Generalized_Trust = factor(Generalized_Trust, levels = c("Careful", "Trusting")) )

# View counts and proportions.
proportions = responsesWideCorrelates %>%
  count(Generalized_Trust) %>%
  mutate(Proportion = n / sum(n)) %>% 
  mutate(Generalized_Trust = factor(Generalized_Trust, levels = c("Trusting", "Careful"))) %>% 
  # Add text annotation to replace Legend.  Include label \n count.
  mutate(Bar_Label = paste0(Generalized_Trust, "\n", "n = ", n) )
#proportions


proportions %>% 
ggplot( aes(x = Proportion, y = "", fill = Generalized_Trust)) +
  geom_bar(stat = "identity", width = 0.1, show.legend = FALSE  ) +
  ggtitle("Proportion of Generalized Trust Responses") +
  xlab("Proportion") + ylab(NULL) +
  scale_x_continuous(labels = scales::percent, expand = expansion(0,0) ) +
  scale_y_discrete(, expand = expansion(0,0)) +
  scale_fill_manual(values = c("Careful" = "#0047AB", "Trusting" = "darkorange4")) +
  geom_text(aes(label = Bar_Label), position = position_fill(vjust = 0.5), size = 24/.pt) +
  theme(aspect.ratio = 0.25)
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Figure 3.4: More respondents were ‘Careful’ (307) than ‘Trusting’ (194).








We see that more respondents were Careful (307) than Trusting (194).

Now let’s see what difference generalized trust made. (I only included the generalized trust item on the most recent wave of the survey; the following results are for 2024.)



Code
# Pivot longer and add the Short_Prompt column.
generalizedTrust = responsesWideCorrelates %>%
  select(Generalized_Trust, Possible, Should, Rights) %>% 
  pivot_longer(cols = c("Possible", "Should", "Rights"), names_to = "Short_Prompt", values_to = "Response" ) %>%
  mutate(Short_Prompt = ifelse(Short_Prompt == "Possible", "Possible to build", Short_Prompt) ) %>%
  mutate(Short_Prompt = ifelse(Short_Prompt == "Should", "Should be built", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(Short_Prompt == "Rights", "Same rights as a human", Short_Prompt)) %>% 
  mutate(Short_Prompt = factor(Short_Prompt, levels=c("Possible to build", "Should be built", "Same rights as a human"), ordered = FALSE) )

# TODO this could look better with all on one axis, flipped.

# Create a Careful versus Trusting figure
generalizedTrust %>%
  group_by(Short_Prompt, Generalized_Trust) %>% 
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = Generalized_Trust, y = Mean_Response, shape=Generalized_Trust, color=Generalized_Trust, group=Generalized_Trust)) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  geom_pointrange(aes(ymin = error_low, ymax = error_high), linewidth = 1 ) + 
  #scale_y_continuous(limits = c(-1.75,1.6), breaks = -1:1, labels = c("Somewhat disagree -1", "Neither agree nor disagree 0", "Somewhat agree 1")) +
  scale_color_manual(values = c("Careful" = "#0047AB", "Trusting" = "darkorange4")) +
  ggtitle("Estimates of attitudes toward Artificial General Intelligence (AGI)", "Separated by self-report Generalized Trust") +
  xlab("") + ylab("") +
  theme(legend.position = "none") +
  facet_wrap(~ Short_Prompt, nrow=1)

# For each item, let's estimate the association with Generalized Trust.
fit_possible = generalizedTrust %>%
  filter(Short_Prompt == "Possible to build") %>%
  lm(Response ~ Generalized_Trust, data = .)
summary(fit_possible)
confint(fit_possible)
# See text for interpretation.

fit_should = generalizedTrust %>%
  filter(Short_Prompt == "Should be built") %>%
  lm(Response ~ Generalized_Trust, data = .)
summary(fit_should)
confint(fit_should)
# See text for interpretation.

fit_rights = generalizedTrust %>%
  filter(Short_Prompt == "Same rights as a human") %>%
  lm(Response ~ Generalized_Trust, data = .)
summary(fit_rights)
confint(fit_rights)
# See text for interpretation.
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Figure 3.5: Generalized trust category as predictor for AGI attitudes. Careful and Trusting individuals responded similarly - except for the item ‘Should be built.’ Trusting respondents were more likely to agree that AGI should be built (p < 0.05).








Careful and Trusting individuals responded similarly - except for the item Should be built. Trusting respondents agreed more strongly that AGI should be built (p < 0.05).



3.4 Risk

Many people avoid risk, while others tolerate or even seek it out. I hypothesized that risk-averse individuals would differ in their attitudes toward AGI, so I looked for a single-item individual risk preference measurement tool. I found one in the general risk question:


How do you see yourself: are you generally a person who is fully prepared to take risks or do you try to avoid taking risks? Please choose a number, where the value 0 means: ‘not at all willing to take risks’ and the value 10 means: ‘very willing to take risks’.



Of course, there are arguments about the best way to measure individual differences in willingness to take risks. I am content with the above, after having read Individual Risk Attitudes: Measurement, Determinants, and Behavioral Consequences. In the 2011 article, Dohmen et al. argue the general risk question “generates the best all-round predictor of risky behavior.”

For now, grant me that we can measure individuals’ willingness to take risks and that self-report on a 0 to 10 scale is a valid, interesting method. Using the data, we can observe the relationship between risk and AGI attitudes.

First, let’s examine the variation in responses to the general risk question.



Code
# Let's look at variability in risk responses.
responsesWideCorrelates %>%
ggplot(aes(x = Risk_Preference, fill = ..x..)) +
  geom_histogram(binwidth = 1, color = "black") + 
  scale_fill_gradient(low = "#6a51a3", high = "#fdd835") +
  ggtitle("Are you generally a person who is fully prepared to take risks or\ndo you try to avoid taking risks?") +
  xlab(" 0 means: 'not at all willing to take risks'\n10 means: 'very willing to take risks'") + ylab("Frequency") +
  scale_x_continuous(breaks = 0:10, labels = as.character(0:10) ) + 
  theme(panel.grid.minor.x = element_blank()) +
  theme(legend.position = "none")
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Figure 3.6: The distribution of responses to the general risk question. Most respondents chose low to medium values, and a few chose high values (very willing to take risks).








Most of these American adult respondents chose low to medium values; only a few chose high values (very willing to take risks). We won’t have a lot of precision in our estimates for extreme values (0 and 10), but that’s OK.

Let’s inspect respondents’ agreement with each AGI statement as a function of willingness to take risks.



Code
responsesWideCorrelates %>%
  select(Risk_Preference, Possible, Should, Rights) %>%
  pivot_longer(!Risk_Preference, names_to = "Short_Prompt", values_to = "Response") %>% 
  group_by(Short_Prompt, Risk_Preference) %>%
  summarise(Response_Mean = mean(Response), 
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Response_Mean - se,
    error_high = Response_Mean + se) %>% 
  mutate(Short_Prompt = factor(Short_Prompt, levels=c("Possible", "Should", "Rights"),
                               labels=c("Possible to build", "Should be built", "Same rights as a human"), 
                               ordered = FALSE)) %>% 
ggplot(aes(x = Risk_Preference, y = Response_Mean, color = Short_Prompt, shape = Short_Prompt)) +
  # Add green and red shading to demarcate agree vs disagree.
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  # Annotations go first, so data elements are layered on top.
  geom_point() +
  geom_errorbar(aes(ymin = error_low, ymax = error_high), width=0.1, alpha=0.7) +
  geom_smooth(method = "lm", se = FALSE) +
  ggtitle("Estimates of attitudes toward Artificial General Intelligence (AGI)", "As a function of Stated Risk Preference") +
  xlab("Stated Risk Preference\n0 means: 'not at all willing to take risks'\n10 means: 'very willing to take risks'") +
  #ylab("Mean Response\n(Bars depict one standard error)") +
  ylab("") +
  scale_x_continuous(breaks = 0:10, labels = as.character(0:10) ) + 
  # Force full y scale to -3 through +3. Add numbers and labels.
  scale_y_continuous(limits = c(-3,3), breaks = -3:3, labels = c("Strongly disagree = -3", 
                                                                 "Disagree = -2", 
                                                                 "Somewhat disagree = -1", 
                                                                 "Neither agree nor disagree = 0", 
                                                                 "Somewhat agree = 1", 
                                                                 "Agree = 2", 
                                                                 "Strongly agree = 3")) +
  theme(panel.grid.minor.x = element_blank()) +
  # Keep the legend, but no title.
  theme(legend.title=element_blank(),
        legend.position = c(0.3, 0.86),
        #legend.justification = c(0.5, 1),   # Align the legend center at the top
        legend.background = element_rect(fill = "white", color = "black") ) +
  # Set color and fill values.
  # For this visualization we made #CCC591 25% darker to #b0a655
  scale_color_manual(values = c("Possible to build" = "#798E87", "Should be built" = "#C27D38", "Same rights as a human" = "#b0a655")) +
  labs(caption = "Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones") +
  theme(plot.caption = element_text(size=10, color = "#666666"))

# For each item, let's estimate the association with Risk.
fit_possible = responsesWideCorrelates %>%
  select(Risk_Preference, Possible) %>% 
  lm(Possible ~ Risk_Preference, data = .)
summary(fit_possible)
confint(fit_possible)
# See text for interpretation.

fit_should = responsesWideCorrelates %>%
  select(Risk_Preference, Should) %>% 
  lm(Should ~ Risk_Preference, data = .)
summary(fit_should)
confint(fit_should)
# See text for interpretation.

fit_rights = responsesWideCorrelates %>%
  select(Risk_Preference, Rights) %>% 
  lm(Rights ~ Risk_Preference, data = .)
summary(fit_rights)
confint(fit_rights)
# See text for interpretation.
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Figure 3.7: Respondents who state they are more willing to take risks more strongly agree that Artificial General Intelligence should be built.








Focus your attention on the orange triangle points and regression line in the center. Here we see how risk-takers and risk-avoiders differ in their agreement with If scientists determine AGI can be built, it should be built.

Those willing to take risks say AGI should be built.



3.5 Democrats and Republicans

It sometimes seems as if Democrats and Republicans disagree about everything. Are AGI attitudes politically polarizing? Let’s find out!

A funny thing about surveying political party affiliation is that many Americans will (at first) claim none. When gently pressed, they will admit a lean towards one party over the other.

Thus, I followed typical survey procedure and asked the following questions to place respondents into political party categories.


In politics today, do you consider yourself a Republican, Democrat, an independent or something else?

(Only those who chose ‘independent’ or ‘something else’ were asked the follow-up):

As of today, do you lean more to the Republican Party or more to the Democratic Party?



In the following analyses, I want to be clear that Republican = Republican + Lean Republican and Democrat = Democratic + Lean Democratic. In surveys generally, results are typically similar for subgroups who chose a party in the first question or ‘leaned’ to the party in the second question. I follow typical procedure here and group them together.

First, let’s just see how many respondents we’re working with in each category.



Code
# Create a coalesced Party variable.
responsesWideCorrelates = responsesWideCorrelates %>% mutate(Party = Party_1) %>% 
  mutate(Party = if_else(Party_2 == "Lean Democratic", "Democrat", Party, missing = Party) ) %>% 
  mutate(Party = if_else(Party_2 == "Lean Republican", "Republican", Party, missing = Party) ) %>% 
  mutate(Party = if_else(Party != "Republican" & Party != "Democrat", "None", Party, missing = "None") )

# View counts and proportions.
proportionsParty = responsesWideCorrelates %>%
  count(Party) %>%
  mutate(Proportion = n / sum(n)) %>% 
  mutate(Party = factor(Party, levels = c("Democrat", "None", "Republican"))) %>% 
  mutate(vjustValues = c(0.66, 0.33, 0.66)) %>% 
  # Add text annotation to replace Legend.  Include label \n count.
  mutate(Bar_Label = paste0(Party, "\n", "n = ", n) )
#proportionsParty


proportionsParty %>% 
ggplot( aes(x = Proportion, y = "", fill = Party)) +
  geom_bar(stat = "identity", width = 0.1, show.legend = FALSE  ) +
  ggtitle("Political Party Affiliation Proportions") +
  xlab("Proportion") + ylab(NULL) +
  scale_x_continuous(labels = scales::percent, expand = expansion(0,0) ) +
  scale_y_discrete(, expand = expansion(0,0)) +
  scale_fill_manual(values = c("Democrat" = "#2B83BA", "None" = "lightgrey", "Republican" = "#D73027")) +
  geom_text(aes(label = Bar_Label), position = position_fill(vjust = 0.5), size = 20/.pt)
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Figure 3.8: More respondents reported a ‘Democrat’ (303) affiliation than ‘Republican’ (118). Some did not choose a party for both questions: None (80)








We see that more of our respondents report a Democrat affiliation (303) than Republican (118).

Now let’s see what difference political party made. (I only included the party affiliation item on the most recent wave of the survey; the following results are for 2024.)



Code
# Pivot longer and add the Short_Prompt column.
politicalParty = responsesWideCorrelates %>%
  select(Party, Possible, Should, Rights) %>% 
  pivot_longer(cols = c("Possible", "Should", "Rights"), names_to = "Short_Prompt", values_to = "Response" ) %>%
  mutate(Short_Prompt = ifelse(Short_Prompt == "Possible", "Possible to build", Short_Prompt) ) %>%
  mutate(Short_Prompt = ifelse(Short_Prompt == "Should", "Should be built", Short_Prompt)) %>%
  mutate(Short_Prompt = ifelse(Short_Prompt == "Rights", "Same rights as a human", Short_Prompt)) %>% 
  mutate(Short_Prompt = factor(Short_Prompt, levels=c("Possible to build", "Should be built", "Same rights as a human"), ordered = FALSE) )

# Create a Party figure
politicalParty %>%
  group_by(Short_Prompt, Party) %>% 
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = Party, y = Mean_Response, shape=Party, color=Party, group=Party)) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  geom_pointrange(aes(ymin = error_low, ymax = error_high), linewidth = 1 ) + 
  #scale_y_continuous(limits = c(-1.75,1.6), breaks = -1:1, labels = c("Somewhat disagree -1", "Neither agree nor disagree 0", "Somewhat agree 1")) +
  scale_color_manual(values = c("Democrat" = "#2B83BA", "None" = "darkgrey", "Republican" = "#D73027")) +
  ggtitle("Estimates of attitudes toward Artificial General Intelligence (AGI)", "Separated by Political Party Affiliation") +
  xlab("") + ylab("") +
  theme(legend.position = "none") +
  facet_wrap(~ Short_Prompt, nrow=1)

# For each item, let's estimate the association with Political Party.
fit_possible = politicalParty %>%
  filter(Short_Prompt == "Possible to build") %>%
  lm(Response ~ Party, data = .)
summary(fit_possible)
confint(fit_possible)
# See text for interpretation.

fit_should = politicalParty %>%
  filter(Short_Prompt == "Should be built") %>%
  lm(Response ~ Party, data = .)
summary(fit_should)
confint(fit_should)
# See text for interpretation.

fit_rights = politicalParty %>%
  filter(Short_Prompt == "Same rights as a human") %>%
  lm(Response ~ Party, data = .)
summary(fit_rights)
confint(fit_rights)
# See text for interpretation.







[image: ]



Figure 3.9: Political party affiliation as predictor for AGI attitudes. None of the small differences here reach statistical significance.








In 2024, political party identification did not strongly predict beliefs about and attitudes toward Artificial General Intelligence.



3.6 Related Publications

For live, daily-updating, check out AI Daily by Jason Jeffrey Jones Productions.

For example, here are web dashboards with up-to-the-minute analysis on the research questions:


	How well does Stated Risk Preference predict Americans’ AI Support?

	Are Democrats and Republicans polarizing on AI Support?





3.7 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. Also available at this Zenodo mirror.

R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



3.8 Summary and What’s Next

Digging deeper into the data, we observe who tends to hold more sanguine attitudes toward AGI. Males, those more willing to take risks and those with more generalized trust in others all agreed more strongly that AGI should be built.

In the next chapter, let’s turn to a new topic: Which outcomes did Americans fear from artificial intelligence?





4 What was it that Americans feared from artificial intelligence?

What is it that Americans fear from artificial intelligence? Human extinction? Job loss?

In January of 2021, I summarized results this way:


More than anything, Americans fear who will control AI. They fear that Artificial Intelligence will be controlled by people who are greedy, selfish or irresponsible - much more than they fear losing their own job or AI leading to human extinction.



Now that I have repeated the survey, let’s see where Americans’ AI fears are directed.


4.1 Analysis, Visualization and Interpretation

I presented seven potential negative outcomes of artificial intelligence to survey respondents. In this Chapter, I will refer to these potential negative outcomes as Fear Scenarios (i.e. scenarios to be feared). Let’s first consider the 2023 survey of 500 US respondents from a representative sample. How much did they fear each scenario?



Code
library(tidyverse)
library(scales)

# The file ai-fear-scenarios-2023-wide-correlates.csv contains responses from a US representative sample of 500 respondents.
# Download the file from a public Open Science Framework repository at https://osf.io/download/qpdvb/
responses = read_csv("data/ai-fear-scenarios-2023-wide-correlates.csv")

# Select columns and pivot.
fearResponses = responses %>% select(Extinction:Controlled_by_GSI) %>% 
  pivot_longer(
    cols = everything(),
    names_to = "Fear",
    names_transform = list(Fear = ~ gsub("_", " ", .)),
    values_to = "Response")

# Set up some options for the figure.
fear_scenarios_summary_2023_caption = paste0("Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones")

# Summary Fear 2023 figure
fearResponses %>%
  group_by(Fear) %>%
  summarise(
    Mean_Response = mean(Response),
    sd = sd(Response),
    n = n(),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = reorder(Fear, Mean_Response), y = Mean_Response, color = Fear, fill = Fear)) +
  # Add green and red shading to demarcate agree vs disagree.
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  # Annotations go first, so data elements are layered on top.
  geom_col() +
  geom_errorbar(aes(ymin = error_low, ymax = error_high), color="black", width=0.2) +
  ggtitle("Americans' Fears of Artificial Intelligence", "Sept. 2023, Representative Sample, N = 500") +
  xlab("") + ylab("") +
  # Apply labels with wrapping.
  scale_x_discrete(labels = label_wrap(10)) +
  # Set color and fill values.
  # Force y scale to -3 through 3. Put numbers on y-axis. Add low and high labels.
  scale_y_continuous(limits = c(-3,3), breaks = -3:3, labels = c("-3\nStrongly\ndisagree", "-2", "-1", "0\nNeither agree\nnor disagree", "1", "2", "3\nStrongly\nagree"), expand=expansion(mult = 0.025)) +
  labs(caption = fear_scenarios_summary_2023_caption) +
  theme(plot.caption = element_text(size=10, color = "#666666")) +
  # The legend has only redundant information.  Get rid of it.
  theme(legend.position = "none") +
  coord_flip()
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Figure 4.1: AI Fear Scenario results. Plotted is mean response on a 7-point Likert scale from Strongly disagree to Strongly agree. Black bars are +/- one standard error.








On average, Americans were least fearful that AI would cause human extinction. Losing their own job was also not a strong fear.

Americans’ top fear was that AI would be controlled by people who are greedy, selfish or irresponsible.


4.1.1 Change Over Time

Let’s compare how Americans feared AI in 2021 and 2023. See Table Table 4.1.



Code
##| tbl-subcap: "Higher ranks indicate greater fear."

library(knitr)

# The file ai-fear-scenarios-results-2021.csv contains responses from a US representative sample of 100 respondents.
# Download the file from a public Open Science Framework repository at https://osf.io/download/kujg8/
responses2021 = read_csv("data/ai-fear-scenarios-results-2021.csv")

# Prepare 2021 data.
fearResponses2021 = responses2021 %>% select(Full_Prompt, Response) %>% 
  # Keep the AI fear items.
  filter(grepl("How much do you agree with this statement:", Full_Prompt, fixed = TRUE)) %>%
  # Remove the AI knowledge item.
  filter(!grepl("For games like checkers and chess, ", Full_Prompt, fixed = TRUE)) %>%
  # Create short forms of each fear.
  mutate(
    Fear = case_when(
      grepl("I fear that Artificial Intelligence will lead to the extinction of human beings.", Full_Prompt, fixed = TRUE) ~ "Extinction",
      grepl("I fear that Artificial Intelligence will lead to me losing my job involuntarily.", Full_Prompt, fixed = TRUE) ~ "Lose Job",
      grepl("I fear that Artificial Intelligence will lead to individuals being treated unfairly.", Full_Prompt, fixed = TRUE) ~ "Unfair to Individuals",
      grepl("I fear that Artificial Intelligence will lead to more income inequality.", Full_Prompt, fixed = TRUE) ~ "More Income Inequality",
      grepl("I fear that Artificial Intelligence will lead to less freedom for individuals.", Full_Prompt, fixed = TRUE) ~ "Less Freedom",
      grepl("I fear that as a society we will come to rely on Artificial Intelligence, and then it will fail catastrophically.", Full_Prompt, fixed = TRUE) ~ "Overreliance",
      grepl("I fear that Artificial Intelligence will be controlled by people who are greedy, selfish or irresponsible.", Full_Prompt, fixed = TRUE) ~ "Controlled by GSI",
      grepl("I fear that Artificial Intelligence will lead to more income inequality.", Full_Prompt, fixed = TRUE) ~ "More Income Inequality",
      TRUE ~ "Other"
    )
  ) %>% 
  # Transform Response to match the -3 to +3 range.
  mutate(Response = Response - 4)

fearResponses2021 = fearResponses2021 %>% 
  select(Fear, Response) %>% 
  mutate(Year = 2021)

fearResponses2023 = fearResponses %>% 
  select(Fear, Response) %>% 
  mutate(Year = 2023)

compareFearResponses = bind_rows(fearResponses2021, fearResponses2023)

compareFearResponses %>%
  group_by(Fear, Year) %>%
  summarise(Mean_Response = round(mean(Response), 2), .groups = "drop") %>% 
  pivot_wider(names_from = Year, values_from = Mean_Response) %>%
  arrange(-`2023`) %>% 
  mutate(
    Rank_2023 = row_number(-`2023`),
    Rank_2021 = row_number(-`2021`),
    Rank_Change = Rank_2023 - Rank_2021,
    Rank_Change_Label = case_when(
      Rank_Change > 0 ~ paste0("down ", Rank_Change),
      Rank_Change < 0 ~ paste0("up ", abs(Rank_Change)),
      TRUE ~ "unchanged"
    ),
  ) %>% 
  mutate(Change = `2023` - `2021`) %>% 
  select(Fear, Rank_Change_Label, Rank_2023, Rank_2021, Change, `2023`, `2021`) %>%
  mutate(Change = sprintf("%+0.2f", Change)) %>%
  rename(
    `Rank (2021)` = Rank_2021,
    `Rank (2023)` = Rank_2023,
    `Mean (2021)` = `2021`,
    `Mean (2023)` = `2023`,
    `Rank Change` = Rank_Change_Label
  ) %>%
  kable(align = c("l", "l", "r", "r", "r", "r", "r"))
#::: {.callout-note}
#My apologies - this chapter is not yet complete.  Subscribe to my [once-weekly-or-less email #newsletter](https://jasonjeffreyjones.substack.com/) to be notified when it is complete.
#:::






Table 4.1: Changes in AI fear rankings between 2021 and 2023.















	Fear
	Rank Change
	Rank (2023)
	Rank (2021)
	Change
	Mean (2023)
	Mean (2021)





	Controlled by GSI
	unchanged
	1
	1
	+0.29
	1.25
	0.96



	More Income Inequality
	up 1
	2
	3
	+0.32
	0.60
	0.28



	Unfair to Individuals
	up 1
	3
	4
	+0.69
	0.39
	-0.30



	Less Freedom
	up 1
	4
	5
	+0.50
	0.11
	-0.39



	Overreliance
	down 3
	5
	2
	-0.22
	0.09
	0.31



	Lose Job
	unchanged
	6
	6
	+0.14
	-0.52
	-0.66



	Extinction
	unchanged
	7
	7
	-0.42
	-1.30
	-0.88














Fears of human extinction and personal job loss came in last and next-to-last in both surveys. These were widely discussed scenarios, but interestingly - not the most strongly feared.

Of growing concern to Americans were: less freedom for individuals, greater unfairness and increasing income inequality.

Americans’ top fear remained unchanged from 2021 to 2023. They feared that AI would be controlled by people who are greedy, selfish or irresponsible.




4.2 Survey Items, Respondents and Costs


4.2.1 Survey Items

Respondents were asked: How much do you agree or disagree with each of the following statements?

These statements were presented in random order:


	I fear that Artificial Intelligence will lead to less freedom for individuals.

	I fear that Artificial Intelligence will lead to the extinction of human beings.

	I fear that Artificial Intelligence will lead to individuals being treated unfairly.

	I fear that Artificial Intelligence will lead to me losing my job involuntarily.

	I fear that Artificial Intelligence will lead to more income inequality.

	I fear that Artificial Intelligence will be controlled by people who are greedy, selfish or irresponsible.

	I fear that as a society we will come to rely on Artificial Intelligence, and then it will fail catastrophically.



Respondents chose one of seven points, ranging from Strongly disagree to Strongly agree.



4.2.2 Respondents

Respondents were recruited through Prolific Academic. I requested a representative sample of 500 American adults. Specifically, I chose the option “USA, Factors: Sex, Age, Ethnicity (Simplified US Census).”

To demonstrate the demographic coverage, below I provide the Sex and Age crosstab for the 2023 sample:



Code
library(knitr)

# Bin ages.
demosTable2023Fears = responses %>% 
  rename(Age_Raw = Age) %>% 
  select(Sex, Age_Raw)

demosTable2023Fears = demosTable2023Fears %>% mutate(Age = "UNKNOWN" ) %>% 
  mutate(Age = if_else(Age_Raw >= 18 & Age_Raw < 25, "18-24", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 25 & Age_Raw < 35, "25-34", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 35 & Age_Raw < 45, "35-44", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 45 & Age_Raw < 55, "45-54", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 55 & Age_Raw < 65, "55-64", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 65, "65+", Age) )

# Generate percentage per demographic bin for each survey sample.
demosTable2023Fears = demosTable2023Fears %>%
  filter(!is.na(Sex), !is.na(Age)) %>% 
  group_by(Sex, Age) %>%
  summarise(groupN = n() ) %>% 
  # Add totalN.
  ungroup() %>%
  mutate(totalN = sum(groupN) ) %>%
  # Now we can divide across each row to calculate a percentage.
  mutate(percent = round(100 * groupN / totalN, 0) ) %>%
  select(-totalN)

kable(demosTable2023Fears, format = "markdown")






Table 4.2






	Sex
	Age
	groupN
	percent





	Female
	18-24
	23
	5



	Female
	25-34
	56
	11



	Female
	35-44
	40
	8



	Female
	45-54
	46
	9



	Female
	55-64
	62
	12



	Female
	65+
	30
	6



	Male
	18-24
	32
	6



	Male
	25-34
	47
	9



	Male
	35-44
	51
	10



	Male
	45-54
	34
	7



	Male
	55-64
	43
	9



	Male
	65+
	35
	7
















4.2.3 Costs

The following numbers are for the 2023 wave.

Each respondent was paid $0.60. Thus, the total of payments to respondents was $300 = 500 * $0.60.

Prolific Academic charged a Service fee equal to 33% of respondent payments. This totaled $100.

Prolific Academic charged a special, large Representative sample fee to ensure the sample more closely matched the US population. For 500 participants, the fee was $704.09.

Thus, the total cost of the 2023 wave was $1,104.09.




4.3 Related Publications

I first discussed the 2021 survey results on the Jones-Skiena Public Opinion of Artificial Intelligence Dashboard.



4.4 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. Also available at this Zenodo mirror.

R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



4.5 Summary and What’s Next

A clear and consistent message emerged from these results: Americans were not afraid of what the machines would do. They feared that AI’s human masters cared little for others.

Next, let’s consider opinions about Art and AI





5 Art and Artificial Intelligence

What did Americans think AI owed art and vice-versa? Let’s find out in this chapter.

We can start with a tweet from Joanna Maciejewska that went viral:
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I want AI to do my laundry and dishes so that I can do art and writing, not for AI to do my art and writing so that I can do my laundry and dishes. - Joanna Maciejewska





This pithy tweet echoed Americans’ primary fear regarding AI in 2023: those controlling AI development were greedy, selfish or irresponsible. (See Figure 4.1.) Maciejewska’s point - that AI should automate human drudgery to free up time for human creativity - seemed obvious to many, but the opposite seemed to be happening.

AI products were generating images, videos and even fan fiction stories. Some people were amazed and amused, while others were disgusted and repelled. To measure the relative distribution of Americans’ opinions about AI and art, I ran a short survey.

The exact wording of Survey Items is below.


5.1 Analysis, Visualization and Interpretation

Americans wanted compensation for human artists whose work had been used for training and mandatory disclosure when AI was used to create art. See Figure 5.1.

Americans did not find AI art valuable. They opposed AI art receiving copyright protection, and they disagreed that AI art and writing generators were developed in an ethical manner.



Code
library(tidyverse)
library(scales)

# The file ai-art-2023-wide-correlates.csv contains responses from a US representative sample of 326 respondents.
# Download the file from a public Open Science Framework repository at https://osf.io/download/xr6ku/
responses = read_csv("data/ai-art-2023-wide-correlates.csv")

# Select columns and pivot.
artResponses = responses %>% select(Developed_Ethically:Well_Informed) %>% 
  pivot_longer(
    cols = everything(),
    names_to = "Item",
    names_transform = list(Item = ~ gsub("_", " ", .)),
    values_to = "Response")

# Set up some options for the figure.
art_summary_2023_caption = paste0("Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones")

# Summary figure
artResponses %>%
  group_by(Item) %>%
  summarise(
    Mean_Response = mean(Response, na.rm = TRUE),
    sd = sd(Response, na.rm = TRUE),
    n = sum(!is.na(Response)),
    se = sd / sqrt(n),
    error_low = Mean_Response - se,
    error_high = Mean_Response + se
  ) %>%
ggplot(aes(x = reorder(Item, Mean_Response), y = Mean_Response, color = Item, fill = Item)) +
  # Add green and red shading to demarcate agree vs disagree.
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=0.0, ymax=Inf, fill="green", alpha=0.1) +
  annotate(geom="rect", xmin=-Inf, xmax=Inf, ymin=-Inf, ymax=0.0, fill="red", alpha=0.1) +
  # Annotations go first, so data elements are layered on top.
  geom_col() +
  geom_errorbar(aes(ymin = error_low, ymax = error_high), color="black", width=0.2) +
  ggtitle("Americans' Opinions on Art and Artificial Intelligence", "Sept. 2023, Representative Sample, N = 326") +
  xlab("") + ylab("") +
  # Apply labels with wrapping.
  scale_x_discrete(labels = label_wrap(10)) +
  # Set color and fill values.
  # Force y scale to -3 through 3. Put numbers on y-axis. Add low and high labels.
  scale_y_continuous(limits = c(-3,3), breaks = -3:3, labels = c("-3\nStrongly\ndisagree", "-2", "-1", "0\nNeither agree\nnor disagree", "1", "2", "3\nStrongly\nagree"), expand=expansion(mult = 0.025)) +
  labs(caption = art_summary_2023_caption) +
  theme(plot.caption = element_text(size=10, color = "#666666")) +
  # The legend has only redundant information.  Get rid of it.
  theme(legend.position = "none") +
  coord_flip()
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Figure 5.1: Art and AI survey results. Plotted is mean response on a 7-point Likert scale from Strongly disagree to Strongly agree. Black bars are +/- one standard error.








On average, respondents were hesitant to claim they were particularly well-informed or uninformed about generative AI. See the distribution in Figure 5.2.



Code
well_informed_counts <- responses %>%
  count(Well_Informed, name = "n") %>%
  complete(Well_Informed = -3:3, fill = list(n = 0)) %>%
  mutate(
    response_label = factor(
      Well_Informed,
      levels = -3:3,
      labels = c(
        "-3\nStrongly\ndisagree",
        "-2",
        "-1",
        "0\nNeither agree\nnor disagree",
        "1",
        "2",
        "3\nStrongly\nagree"
      )
    )
  )

well_informed_counts %>%
  ggplot(aes(x = response_label, y = n)) +
  geom_col(
    fill = "#F564E3",
    color = "#333333",
    linewidth = 0.35,
    width = 0.75
  ) +
  geom_text(
    aes(label = n),
    vjust = -0.35,
    size = 3.5,
    color = "#333333"
  ) +
  scale_y_continuous(
    limits = c(0, max(well_informed_counts$n) * 1.15),
    breaks = pretty_breaks(),
    expand = expansion(mult = c(0, 0.04))
  ) +
  labs(
    title = "How Well-Informed Did Americans Feel About Generative AI Art?",
    subtitle = "Responses to 'I consider myself to be well-informed about generative AI\nthat can create art and writing.'",
    x = "",
    y = "Number of respondents",
    caption = "Source: Thinking Machines, Pondering Humans by Dr. Jason Jeffrey Jones"
  ) +
  theme_minimal(base_size = 11) +
  theme(
    panel.grid.major.x = element_blank(),
    panel.grid.minor = element_blank(),
    axis.text.x = element_text(color = "#333333"),
    axis.text.y = element_text(color = "#333333"),
    plot.title = element_text(face = "bold", color = "#333333"),
    plot.subtitle = element_text(color = "#333333"),
    plot.caption = element_text(size = 9, color = "#666666")
  )
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Figure 5.2: Distribution of responses: ‘I consider myself to be well-informed about generative AI that can create art and writing.’








Still, we have enough data to estimate the association between the other attitudes and how well-informed each respondent reports themselves to be. While we’re looking for associations, let’s examine the correlation matrix of all the agreement items.



Code
agreement_items <- c(
  "Developed_Ethically",
  "Disclosure_Law",
  "Pay_Human_Creators",
  "AI_Art_Valuable",
  "Copyright_AI_Output",
  "Well_Informed"
)

cor_plot_data <- responses %>%
  select(all_of(agreement_items)) %>%
  rename_with(~ str_replace_all(.x, "_", " ")) %>%
  cor(use = "pairwise.complete.obs") %>%
  as.data.frame() %>%
  rownames_to_column("Item 1") %>%
  pivot_longer(
    cols = -`Item 1`,
    names_to = "Item 2",
    values_to = "Correlation"
  )

ggplot(cor_plot_data, aes(x = `Item 1`, y = `Item 2`, fill = Correlation)) +
  geom_tile() +
  geom_text(aes(label = round(Correlation, 2)), size = 3) +
  scale_fill_gradient2(
    limits = c(-1, 1),
    midpoint = 0,
    low = "red",
    mid = "white",
    high = "blue"
  ) +
  coord_equal() +
  labs(
    title = "Correlation Matrix of AI Art Agreement Items",
    x = "",
    y = "",
    fill = "r"
  ) +
  theme_minimal(base_size = 11) +
  theme(
    axis.text.x = element_text(angle = 45, hjust = 1),
    panel.grid = element_blank()
  )
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Figure 5.3: Correlation in agreement for Art and AI survey responses. Note the two blue blocks of higher, positive correlation. Consider how being ‘well informed’ (by self-report) related to each block.








Two blocks jump out. First, those that agree disclosure of generative AI use should be mandated by law also agreed that human creators of works used in training should be paid compensation. Second, finding AI art valuable aligned with believing one should be able to copyright AI output and that generative AI was developed ethically.

Interestingly, one’s level of self-assessed information was only weakly associated with other items. Those considering themselves well-informed were slightly more aligned with the second, pro-AI art block.



5.2 Survey Items, Respondents and Costs


5.2.1 Survey Items

Respondents were told: In all of the following, AI stands for artificial intelligence.

Then, respondents were asked: How much do you agree or disagree with each of the following statements?

These statements were presented in random order:


	I believe that AI art and writing generators have been developed in an ethical manner.

	Disclosing when a piece of art or writing has been generated by AI should be required by law.

	Human creators of artwork and writing that were included in AI training data should be paid compensation.

	Art and writing created by an AI is just as valuable as art or writing created by a human.

	Individuals and companies should be able to copyright art and writing created by an AI.

	I consider myself to be well-informed about generative AI that can create art and writing.



Respondents chose one of seven points, ranging from Strongly disagree to Strongly agree.



5.2.2 Respondents

Respondents were recruited through Prolific Academic. I requested a representative sample of 325 American adults. Specifically, I chose the option “USA, Factors: Sex, Age, Ethnicity (Simplified US Census).”

The study was run once September 27-29, 2023.

To demonstrate the demographic coverage, below I provide the Sex and Age crosstab:



Code
library(knitr)

# Bin ages.
demosTable2023Art = responses %>% 
  rename(Age_Raw = Age) %>% 
  select(Sex, Age_Raw)

demosTable2023Art = demosTable2023Art %>% mutate(Age = "UNKNOWN" ) %>% 
  mutate(Age = if_else(Age_Raw >= 18 & Age_Raw < 25, "18-24", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 25 & Age_Raw < 35, "25-34", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 35 & Age_Raw < 45, "35-44", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 45 & Age_Raw < 55, "45-54", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 55 & Age_Raw < 65, "55-64", Age) ) %>% 
  mutate(Age = if_else(Age_Raw >= 65, "65+", Age) )

# Generate percentage per demographic bin for each survey sample.
demosTable2023Art = demosTable2023Art %>%
  filter(!is.na(Sex), !is.na(Age)) %>% 
  group_by(Sex, Age) %>%
  summarise(groupN = n() ) %>% 
  # Add totalN.
  ungroup() %>%
  mutate(totalN = sum(groupN) ) %>%
  # Now we can divide across each row to calculate a percentage.
  mutate(percent = round(100 * groupN / totalN, 0) ) %>%
  select(-totalN)

kable(demosTable2023Art, format = "markdown")






Table 5.1






	Sex
	Age
	groupN
	percent





	Female
	18-24
	11
	3



	Female
	25-34
	36
	11



	Female
	35-44
	34
	10



	Female
	45-54
	23
	7



	Female
	55-64
	39
	12



	Female
	65+
	26
	8



	Male
	18-24
	18
	6



	Male
	25-34
	32
	10



	Male
	35-44
	35
	11



	Male
	45-54
	22
	7



	Male
	55-64
	31
	10



	Male
	65+
	19
	6
















5.2.3 Costs

The survey took 2 minutes. Each respondent was paid $0.32. Thus, the total of payments to respondents was $104 = 325 * $0.32.

Prolific Academic charged a Service fee equal to 33% of respondent payments. This totaled $34.68.

During this time, Prolific waived the Representative sample fee.

Thus, the total cost for this survey was $138.68.




5.3 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. Also available at this Zenodo mirror.

R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



5.4 Summary and What’s Next

On average, in 2023, Americans were not impressed or enthusiastic about generative AI’s forays into art. They wanted protections for humans: payment for human authors and artists whose works were used for training and legally mandated labeling of AI-generated art and writing.

As of this writing in May 2026, neither of those things have happened. Instead, there are endless worry pieces (and some pure moral panic) about AI slop. Internet users constantly brand each other’s words with the scarlet AI.


5.4.1 An aside on bot labeling

In my opinion, when social media platforms (especially Twitter) opened their APIs to developers, they should have made and enforced a simple, bright-line rule: Bots are welcome but must be labelled as such. The platforms lost trust by not satisfying a simple demand: people want to know when they are talking to a bot.

People don’t mind bots. They ask their smart speakers for the weather forecast. They want a bot to alert them when tickets to their favorite band’s concert go on sale. Millions of users pay for ChatGPT, and others form deep relationships with chatbots.

What people don’t want is to be tricked. When you can’t tell whether an account is a person, spammer, catfisher, or propaganda bot, one loses trust and interest. This accounts for much of the toxicity of social media platforms as they exist today.

AI providers are taking steps to watermark their generated text, images and videos. This will fuel an arms race of tools to remove the watermarks and counter-tools to detect watermark removal. A simple, enforced, bright-line rule would give people what they want: the confidence that they know whether a work was human generated or AI generated.



5.4.2 The AI Art Appreciators

One block of Americans appreciated AI art. They wished to admit AI creators to the system: to see their work as valuable and grant them copyright protection. This group of respondents also was more willing to grant the assumption that AI art and writing generators had been developed ethically.

This group also did not get what wanted. The US approach to copyrighting AI work is confused and in flux (inchoate, charitably). When an AI generated work wins an artistic competition, the modal reaction is to consider that fraud rather than achievement.



5.4.3 What’s Next

This chapter was fun. The next chapter is work. We will consider two AI attitude scales. By scale, I mean a survey formally developed by experts with the goal of measuring a latent construct. The construct, in our case, is attitude toward AI, or how positive or negative one feels toward AI.

I identified two frequently-used scales and delivered them simultaneously to American adult samples. From the results, we’ll learn the answers to these questions: Is it good and right to think there is a single measurable thing we would call attitude toward AI? Do both scales measure that attitude toward AI thing? Granted that we want to keep measuring attitude toward AI, which single item is the most efficient for measurement?

To geek out on measurement with me, continue to the next chapter on comparing AI attitude scales. Or, skip to examining Americans’ worries about AI applications.






6 Direct Comparison of AI Scales

When I began this project, I found that my fellow academics had already developed several formal scales to measure how people felt about AI. I ran them all, and in this chapter I compare them. TODO, better description of methods, obviously.

TODO


6.1 Analysis, Visualization and Interpretation

TODO



6.2 Survey Items, Respondents and Costs


6.2.1 Survey Items

TODO



6.2.2 Respondents

TODO



6.2.3 Costs

TODO




6.3 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. Also available at this Zenodo mirror.

R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



6.4 Summary and What’s Next

TODO





7 Regarding AI, What Worried Americans?

Early in this project, I surveyed Americans about their AI worries. Here are the results.

TODO


7.1 Analysis, Visualization and Interpretation

TODO



7.2 Survey Items, Respondents and Costs


7.2.1 Survey Items

TODO



7.2.2 Respondents

TODO



7.2.3 Costs

TODO




7.3 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



7.4 Summary and What’s Next

TODO





8 Did Americans trust AI and its wielders?

I also wondered who Americans trusted and mistrusted. Here are those results.

TODO


8.1 Analysis, Visualization and Interpretation

TODO



8.2 Survey Items, Respondents and Costs


8.2.1 Survey Items

TODO



8.2.2 Respondents

TODO



8.2.3 Costs

TODO




8.3 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



8.4 Summary and What’s Next

TODO





9 How do attitudes toward AI compare to other technologies?

AI doesn’t exist in a vacuum. How do attitudes toward AI compare to other technologies? Here are those results.

TODO


9.1 Analysis, Visualization and Interpretation

TODO



9.2 Survey Items, Respondents and Costs


9.2.1 Survey Items

TODO



9.2.2 Respondents

TODO



9.2.3 Costs

TODO




9.3 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



9.4 Summary and What’s Next

TODO





10 What did Americans think about the dawn of the Generative AI Age?

What did Americans think about the dawn of the Generative AI Age? Here’s where I summarize the results of this book.

TODO


10.1 What’s Next

TODO





11 Leading a Golden Age of Surveys

I decided to create a golden age of opinion survey data. Here’s how that went.

TODO


11.1 Analysis, Visualization and Interpretation

TODO



11.2 Survey Items, Respondents and Costs


11.2.1 Survey Items

TODO



11.2.2 Respondents

TODO



11.2.3 Costs

TODO




11.3 Open Data and Code

Data for every chapter in this book can be found at the Thinking Machines, Pondering Humans data repository. R code for analysis and visualization is embedded above (some formats) or available at TODO GITHUB/ZENODO.



11.4 Summary and What’s Next

TODO
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